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Abstract
Profile-based sequence search procedures are commonly employed to detect remote relationships between proteins. We provide an assessment of a Cascade PSI-BLAST protocol that
rigorously employs intermediate sequences in detecting remote relationships between proteins. In this approach we detect using PSI-BLAST, which involves multiple rounds of iteration, an initial set of homologues for a protein in a ‘first generation’ search by querying a
database. We propagate a ‘second generation’ search in the database, involving multiple runs
of PSI-BLAST using each of the homologues identified in the previous generation as queries
to recognize homologues not detected earlier. This non-directed search process can be
viewed as an iteration of iterations that is continued to detect further homologues until no new
hits are detectable. We present an assessment of the coverage of this ‘cascaded’ intermediate
sequence search on diverse folds and find that searches for up to three generations detect most
known homologues of a query. Our assessments show that this approach appears to perform
better than the traditional use of PSI-BLAST by detecting 15% more relationships within a
family and 35% more relationships within a superfamily. We show that such searches can be
performed on generalized sequence databases and non-trivial relationships between proteins
can be detected effectively. Such a propagation of searches maximizes the chances of detecting distant homologies by effectively scanning protein “fold space”.
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Introduction

Molecular Biology

Relating gene products on the basis of their amino acid sequences to already characterized proteins is a step towards function assignment and genome annotation. It
is now well established that such inferences, based on homology, have a profound
impact in the understanding of structure and function of newly discovered proteins
(1-3). Since similar sequences are likely to share similar functions, the clustering
of related sequences is often resorted to as a preliminary step in function elucidation once the complete genomic data of an organism is deciphered. This is commonly performed with direct pairwise search methods. With the availability of
three-dimensional (3-D) structures of proteins determined by X-ray crystallography and nuclear magnetic resonance, it is now very well demonstrated that structural features of protein domains, despite insignificant sequence similarity, can be
conserved over large evolutionary distances and therefore distant proteins can also
share similar folds and functions (4-9). Thus, the detection of similar, though
remotely related, protein domains in the absence of the availability of their 3-D
structures is an important and challenging problem.
With methods based on the match of sequence templates (10-13), profiles (14-23),
hidden markov models (24-28), and profile-profile comparison methods (29-30) it
is now possible to address detection of similar, yet remotely related, protein domains
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solely based on sequence information even in the absence of significant sequence
similarity. Chothia and co-workers have earlier suggested an approach that uses
intermediate sequences related to the query and a valid hit to detect relationships
between proteins (31-33). Such an approach provides nearly 70% improvement
over direct sequence comparisons in relating distant proteins. Variants of the Park
et al. procedure (31, 32) such as the multiple intermediate sequence search [MISS]
and saturated blast employ more than one intermediate to relate distantly homologous sequences (34, 35). These methods propagate Blast through representative
homologues for detecting remote relationships. Cheng et al. (36) use a transitive
PSI-BLAST (37) search to expand superfamilies and in assigning a fold to a putative protein family. Their method recognizes the potential of repetitive searches
through intermediates in expanding protein superfamilies. Holm and Sander (38)
have also demonstrated that ‘sequence walk’ through peripheral members of protein
families can unify protein families into superfamilies. In earlier work, we have also
demonstrated that intermediates may be used in fold-based libraries to detect superfamily-related homologies effectively (22). Several other methods also employ
intermediate sequences for establishing remote homologies (39, 40). In order to
reduce computation time, all the multiple intermediate search procedures used thus
far do not make rigorous use of every intermediate for detecting relationships
between proteins and instead cluster sequences to identify suitable representatives
with which further sequence searches are performed.
In this paper, we provide an assessment of a rigorous, elaborate, and most direct
implementation of such Intermediate Sequence Search (ISS) approaches. It is
known that the success of some profile-based methods to detect subtle relationships
between proteins can depend on an optimal choice of the query sequence used to initiate the search (41). This approach maximizes the number of homologues detected
for a query by building repeatedly on a profile-based method and also uses every hit
at the end of a PSI-BLAST run as a query to search further in order to detect more
remote homologues. Our assessment shows that such a rigorous way of implementing ISS approach not only performs a non-directed search repeatedly in a database until almost all homologues of a family are detected, but also allows the profile to drift in a sensible manner to detect some difficult fold level relationships.
The implementation of ISS approach assessed in this paper uses PSI-BLAST, a very
sensitive iterative profile based detection procedure, in a cascaded way. A traditional run of PSI-BLAST, which involves multiple iterations, in the database using the
given query is referred as the ‘first generation’ of the cascaded search. With each one
of the hits (putative homologues) as queries, we employ more PSI-BLAST searches,
with every search involving multiple iterations, in the same database in a ‘second
generation’ of cascaded search. Every new hit from the second generation is fed
again as query for a series of ‘third generation’ PSI-BLAST searches with every
search involving multiple iterations. This cascade propagation of the search procedure through intermediates in the database is continued through several generations
until no new hits remotely related to the query are identified. Thus, we attempt to
trace relationships between distant proteins by considering that every intermediate
has the potential to traverse protein sequence space and can consequently relate distant proteins. Our assessment specifically addresses if such an implementation of
ISS procedure enables more effective detection of remote homologues or does it
travel too extensively in the sequence space to result in false positives.
We assess this approach using datasets of sequences with known remote relationships involving folds in the α, β, α/β classes from SCOP database (42, 43) and find
that this approach is quite powerful in improving the ‘escape velocity’ of travel in
protein sequence space and that it identifies many more remote homologues than
using a search procedure just once. We suggest tips in terms of e-value, h-value, and
cut-offs for the lengths of the alignment in order to effectively use the power of this
rigorous implementation of the ISS procedure in terms of cascading PSI-BLAST.

Materials and Methods

3

Generation of Integrated Database

Cascaded Sequence Search

We have used a sequence database of proteins of known 3-D structures augmented
with homologous sequences from protein sequence databases for the assessment of
this protocol. The augmentation serves to aid in assessment of coverage since the
number of relationships that we expect to detect through the assessment protocol is
known a priori. Our database is derived from the PALI database (44), a recent version of which integrates sequences of known 3-D structures with homologous
sequences (45). The associations with protein sequences for the PALI queries are
made using RPS-BLAST and PSI-BLAST. Each protein homologue detected for
every PALI query is annotated with the SCOP code of the respective PALI query
sequence to facilitate analysis. Further, we have pooled all such sequences, along
with their PALI queries, to create an integrated ‘sequence_structure’ database of
known evolutionary relationships comprising of 255,606 sequences.
Cascading PSI-BLAST
Figure 1 outlines the variant of the ISS procedure that we adopt for cascading the
PSI-BLAST search. The protocol as described here has an objective of assessment
of the cascaded approach. In the general scenario, the database used for the search,
e-value cut-off, and other parameters can all be varied.
Figure 1: Flowchart of the Cascade PSI-BLAST search protocol.

The cascaded intermediate sequence search protocol is made up of several generations of PSI-BLAST searches. It is important to note that every run of PSI-BLAST
in the entire cascaded search process involves multiple iterations. In the ‘first generation of the search’, the main query is probed against the ‘sequence-structure’
database using PSI-BLAST. An inclusion and e-value threshold of 0.0001 is set to
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consider a protein for inclusion into the profile. Since short alignments with good
scores may be erroneous hits, such misleading hits are eliminated by considering
only those hits with alignment lengths greater than 75% of the query length.
‘Doubtful Hits’ (with E-values between 0.01 and 0.0001 but with length greater
than 75% the query length) that qualify the length filter but fail the E-value criterion at convergence are probed further for potential homology to the query sequence
and only those ‘doubtful hits’ that select their query or sequences in the sequence
space of their query during PSI-BLAST searches against the same database are
retained. We then perform a second generation search by querying each of the ‘true
hits’ identified at the end of the first generation of the search against the ‘sequencestructure’ database. Care was taken during each search to consider only the regions
of alignments of each of the hits for subsequent steps. At the end of each generation, the protocol propagates further generations of the search through new homologues not detected in the preceding generations. Such propagation is continued
rigorously until no new hits, even remotely related to the query, are detectable.
Assessment of the Protocol
In order to assess the effectiveness of the cascaded ISS approach, we have performed such generations of searches on sequences from diverse folds belonging to
different structural classes from the α, β, and α/β class of proteins and assessed
the method in terms of the coverage at the level of family and superfamily. We
discuss the results for the queries chosen from the sample set of folds of globin
[All α class], lipocalin [All β], and the triose phosphate isomerase (TIM) [α/β
class]. Homologues for queries from these folds were identified using cascade
protocol in searches spanning at least three generations against the ‘sequencestructure database’ and the protocol was assessed in terms of its effectiveness in
detecting known remote homologues of each query protein. We have performed
a similar analysis and assessment of the protocol on many other folds such as the
prealbumin, α-β hydrolase, α-α torroid, β-trefoil, acyl carrier protein like and OB
folds (data not shown here). The performance of these folds is comparable to the
data that we report here.
As mentioned earlier, the database in which the searches have been performed
comprise of protein domains of known 3-D structures and their close homologues.
Hence, for a given query of known 3-D structure, one has the clear idea of which
of the database entries are the correct hits. If the query and the hit are classified
under the same fold in SCOP/PALI the hit is considered to be correct.
Application of Cascade PSI-BLAST to Detect Previously Unknown Relationships
by Searching in a General Sequence Database
We also performed a cascaded search for protein queries in a database of all PFAM
(Pfam version 10.0) seed sequences. Searches in this database of all protein families is closest to a real life application of cascade search protocol where relationships in protein families are not necessarily demonstrated due to the availability of
structures but purely due to similarities in sequence and function. We probed for
sequence homologues of the AbgT putative transporter family of proteins
(PF03806) in our database using the cascaded search method and tested its effectiveness in expanding the number of homologues for this family.
Results and Discussion
It is now well established that PSI-BLAST can very effectively explore protein
sequence space for the detection of remote homologues (41, 46, 47). Several
groups have earlier explored the power of intermediate sequences (31-35) that are
homologous to more than one family, in distant homology detection. The ISS
approach assessed in this paper maximizes the role of intermediates in a manner

more rigorous than earlier approaches in directing a profile-based search. It aims
to increase the potential of detection of distant relationships between proteins by
propagating the searches through each intermediate.
Figure 1 illustrates how cascade implementation of ISS method increases the sensitivity of remote homology detections in several ‘generations’ of a cascaded
search by repeatedly querying a sequence and its hits in a database. A database of
known evolutionary relationships that is derived from SCOP (42, 43), PFAM (48,
49), and NRDB has been used. This database that we employ here is solely for
the purpose of the assessment of the approach since the number of true relatives
for a query is known prior to employing the approach (44, 45). In practical situations, a more general sequence database such as NRDB, Swiss-prot (50, 51), or
any proteome database may also be employed and this is also demonstrated in a
later section. At each generation, we look for statistically significant hits and
these are used as hits in the next generation. We compare the fold of the query
and hits. Hits obtained outside the fold of the query are considered as false positives. The sensitivity and coverage of the search method is assessed in terms of
the number of such ‘known hits’ identified for queries from each of the 55 families of the TIM fold, five families of the globin fold, and three families of the
lipocalin fold. Stringent filters and cut-offs pertaining to the length and e-value
are employed for consideration of hits (Refer to the Methods section for details of
criteria and the approach). Details of the various codes and nomenclature that we
have used towards the assessment of results are summarized in Table I.

Detection of Homologues within the Family
It is often expected that when proteins belong to the same family and share common evolutionary origin, their sequence identities are also appreciable enough for
their relationships to be easily detected by pair-wise or profile-based alignment
methods (52). However, data in Table II, which shows the coverage of each family using cascaded searches, shows that this is clearly not a general rule. The inability of search methods to do so could be due to the inherent asymmetry of profilebased procedures such as PSI-BLAST and the inherent biases created due to the
uneven representation of family size in the databases.

5
Cascaded Sequence Search

6
Sandhya et al.

As seen in Table II, the families of Adenosine deaminase (Ada), dihydropyrimidine
dehydrogenase (Dihypyrdehy), and Class I DAHP synthases (Dahps) reflect situations where not all members of the family are detectable in single generation
searches. When a Class I DAHP synthase (Dahps) is queried against the
‘sequence_structure’ database, at least three generations of cascaded searches are
required before all 32 members of its family are detected. Likewise, multiple generations of search are also required to identify distant homologues in the families
of fumarate reductase iron-sulphur proteins (Fumred_FeS) (globin-like fold) and
retinol-binding protein like sequences (Rbp) (lipocalin fold). We obtain similar
efficiencies in coverage of the family for many other families as well (Table II).
The overall coverage of the family clearly improves over subsequent generations of
the searches. For instance, in the TIM fold, it is clear that 85% of the 1951 members
in the nine families shown in Table II are detected in a single generation of the search.
The coverage of the families in this fold increases to 98.4% by the end of the third
generation. If the search had ended at the first generation for this fold nearly 260
homologues would have remained undetected. Clearly, propagating searches through
each hit performs a more comprehensive search of the sequence space in the family.
A similar increase is observed for the other families that we have analyzed (Table II).
Earlier studies have shown that the detection of relationships is a family specific feature as is the dependence on the query to detect all members of a family (34, 41).
Therefore, a single generation of the search using any one of the family members as
a query may not detect all the known homologues. Our results suggest that apart
from searching with every family member as a query, a rigorous search propagated
through intermediate hits can also efficiently maximize the number of homologues
detected in each search. Thus cascading a search, which attempts a non-directed
search can help overcome problems due to uneven family sizes (35) where identifying a single outlier in a family can help in increasing the sensitivity of the search.

There are some families, however, for which all the known homologues from the
database are not identified even after the third generation of PSI-BLAST (false
negatives listed in the last column in Table II). For the data reported here, we
show that nearly 1-24% of actual true members can go undetected. The number
of false negatives is clearly a family specific feature (Table II). The inability to
detect some of the homologues despite a procedure as rigorous as ours could be,
in part, due to the nature of sequences in a family. Some families may have a uniform distribution of sequences while others may show considerable sequence
diversity with some members being closer to one another than others. In such
families sub clustering of sequences may result in gaps in sequence space and
make homology detection difficult. We also employ very stringent length and evalue criteria for consideration of a sequence as a suitable hit. For many of the
families with false negatives, propagating the searches through further
rounds/relaxing some of the stringent filters that we have employed appeared to
overcome the problem.
It is heartening to note that despite our stringent criteria, in most families, the coverage of family is far better than single step searches. The ability to detect all
homologues in a family has strong implications in cascade searches initiated with
sequences of unknown structure.
Detection of Relationships within the Superfamily
Sequences related by structure and function are commonly grouped into superfamilies. Approaches to detect relationships between proteins related at the superfamily level are confronted primarily by two limitations: poor sequence identities
between members of families within a superfamily and over-representation of
some families in the superfamily. At the level of superfamily, the availability of
structure has provided evidence for relating several proteins. In several of these
proteins, sequence search methods have thus far found it difficult to establish
homology. The cascaded search implementation of the ISS approach is able to
detect many of these relationships to an appreciable extent and some of these
interesting examples are discussed below.
Table III shows the coverage of the superfamily members of the TIM, Globin,
and Lipocalin folds using cascaded searches. The Phosphatidylinositol-specific
phospholipase C (PI-PLC) superfamily, which includes the Mammalian
Phospholipase C, and Bacterial Phospholipase C families, is an excellent example of homology established due to the availability of structure. The relationship
between these two families is evident only in structural and functional comparison (42). However, approaches based solely on sequence comparisons fail to
relate the two. In our analysis, we find that we are able to detect the relationship
between these two families through at least nine intermediate sequences, two of
which are PLC sequences from yeast after three generations of the search (data
not shown). The e-values at which we detect these intermediates despite the
stringent filters are as low as 10-70 and statistically very significant. The coverage for the PI-PLC superfamily is nearly 95% when mammalian phospholipase
C (Mamm_PLC) is used as a query (Table III).
The Phosphoenolpyruvate/pyruvate domain superfamily with six families is
another example (Table III). For one of the families, Pyruvate phosphate dikinase (C-terminal domain), (PP_dikinase) our database has 208 known related
sequences and 878 others sequences in the same superfamily. The first generation of the search, initiated with a query from this family as query, detects 199
sequences from the same family. Ten more sequences from the same family are
detected in the second generation. In addition to the homologues detected
within the family, the search identifies 172 sequences from the 2-dehydro-3deoxy-galactarate aldolase family, another member from the same superfamily
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in the second generation of the search and detects 133 more sequences from
this other family in the third generation. Traditional way of using PSI-BLAST,
which corresponds to the first generation in the Cascade PSI-BLAST approach,
has missed identification of 315 (= 182+133) homologues from both within the
family and superfamily.
In another example, we detect distant similarity between the Dihydropyrimidine
dehydrogenase (Dihypyrdehy) family and the Fumarate reductase iron-sulphur proteins, Fumred_FeS (α-helical ferredoxin superfamily). More homologues from
this other family are detected only in second and third generations (Table III).
Protein sequences representing the lipocalin fold are known to share very low similarities with pairwise sequence identities often falling below 20% (53). The search
results for this family and others listed in Table III clearly indicate that the cascade
approach, which propagates the profile through every intermediate, appears to have
powerful implications in relating proteins far diverged in sequence space and effectively scans this space to detect homologies within a fold.
The average coverage of the superfamily while performing a single generation
search is between 30 and 67% for the superfamilies discussed here (Table III).
From Table III, it is evident that by performing more searches, the coverage goes
up in each of these superfamiles to 60 to 80%. The number of false negatives in
our approach (3575 in the TIM fold) is far lower than single step procedures (6188
in the TIM fold). This number is large for some families that are members of multimembered superfamilies (such as Alph_urease- 937 of a total of 1091 true members, PP_dikinase- 572 of a total of 1086 true homologues et cetera). Such superfamilies have a large representation of families and members that are known to
share poor sequence similarities. The inability of our search protocol to detect such
relationships again suggests that this maybe overcome if existing gaps in sequence
space are filled. It may be noted that single step searches have more false-negatives than the cascaded search protocol.

Relationships Across Superfamily with a Common Fold

9

The detection of relationships within a fold through sequence analysis based methods still remains elusive and is a non-trivial task. Some of these fold level relationships lend themselves to detection by the cascaded search without loss of specificity.
We detect many fold level relationships within the TIM fold as reported earlier by
Copley and co-workers (52) and discuss only one such relationship as an example.

Cascaded Sequence Search

In SCOP database (42), the Malate synthase G superfamily, under TIM fold, is an
orphan superfamily represented by malate synthase (MS) enzymes. These enzymes
participate in the glyoxylate pathway to replenish the pool of TCA intermediates.
Specifically, they catalyze the Claisen condensation of glyoxylate and acetyl-CoA
to form a malyl-CoA intermediate (54) that is subsequently hydrolyzed to produce
malate and CoA. When the database is queried using Malate synthase enzymes as
a query, we detect a relationship between these enzymes and 2-dehydro-3-deoxygalactarate aldolase (DDG) a member of the Phosphoenolpyruvate domain superfamily. It is known that DDG catalyses the reversible aldol cleavage of DDG to
pyruvate and tartronic semialdehyde (55). Although these proteins belong to different superfamilies, it is interesting that both enzymes function in the presence of
a divalent cation, which stabilizes a transition state enol containing intermediate.
Earlier literature also suggests that malate synthase shares structural and functional
similarities with the C-terminal domain of Pyruvate phosphate dikinase and
Pyruvate kinase (54). SCOP classifies these two proteins as other members of the Phosphoenolpyruvate domain superfamily. Figure 2 shows a
comparison of structures of DDG and MS enzymes in the region of alignment using STAMP (56). As can be seen in the figure, the two structures
appear to share overall structural similarity in the regions adopting the
TIM fold and in the regions interacting with the divalent cation. Though
malate synthase has additional insertions and extensions, the alignment
reported by our procedure lies in the region forming the barrel. Examples
such as this and of the enzymes related due to a common phosphate-binding loop in the TIM fold go to show that enzymes can adapt and become
recruited for different pathways while still retaining a common scaffold.
This feature of the approach should have interesting applications in the Figure 2: Structures of 2-dehydro-3-deoxy-galactarate aldolase
functional annotation of hypothetical sequences of unknown structure and (DDG) and Malate synthase (MS) enzymes in the region of alignhomology detection in the absence of the availability of protein structures. ment showing residues that interact with the divalent cation.
Are any Across Fold Connections Identified?
For the purpose of assessment, we consider that any hit obtained across the fold is
a false positive. During our searches with queries from the various folds against
the ‘sequence-structure’ database, we detected only two false positives in the TIM
fold and three in the globin fold (Table III).
Our searches using rhamnose isomerase (a TIM fold member) as a query in the
database suggests that it is related to Phosphoglycerate kinase (a member of
Phosphoglycerate kinase fold – α/β class). A superposition of the overlapping
regions in the two structures using SUPER (Neela, B. S., unpublished) shows that
the region of alignment common to the two proteins does not involve catalytic
residues. However, these two structures share a common region of very short but
appreciable local structural similarity reported through our cascaded search (Figure
3a). Despite overall differences in connectivity, the local similarity in secondary
structural elements is high between these two structures. This false positive connection that we observe involving the TIM fold is with sequences adopting the
doubly wound fold. Sterner and others, in earlier work (57, 58) have shown that
these two folds might share a common ancestry. In the context of the present analysis it may, therefore, be debatable to consider the relationship that we detect
between these hits that belong to these two different folds as truly false positive.

a

b
Figure 3: (a) Structures of L-Rhamnose isomerase and
Phosphoglycerate kinase corresponding to the region of
alignment. (b) Structures of Dihydroorotase and
Adenosine kinase: proteins from different folds sharing
local regions of structural similarity.
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Similarly, dihydroorotase (a TIM fold member) and adenosine kinase of the
ribokinase like fold are also related through our search. A detailed comparison
of the two structures in the region of alignment is shown in Figure 3b. This is
yet another example of how local structural similarities between folds may be
detected by a sequence search method since there are no constraints derived from
structural features such as spatial equivalence or the local environment of secondary structures. The detection of such distant similarities is normally expected only for structure-comparison methods.
The α helical ferredoxin superfamily belonging to the globin fold is a very interesting example in which two families show extensive sequence relationship to proteins belonging to entirely different folds such as the ferredoxin, prismane protein
like, and P-loop containing nucleotide triphosphate hydrolase folds. We discuss
these relationships in some detail below.
Searches initiated with Dihydropyrimidine dehydrogenase in the ‘sequence-structure database’ suggest that proteins belonging to the prismane protein like fold
function as intermediates to link the N and C terminal domains of dihydropyrimidine dehydrogenase proteins. The N-terminal domain of dihydropyrimidine
dehydrogenase is a member of the globin fold while its C-terminal is a member of
the Ferredoxin fold. From the alignments, we find that these N and C terminal
domains of dihydropyrimidine dehydrogenase, which actually belong to different
folds, share their highly conserved active site cysteines with the protein
AAG53710 (Acetyl-CoA decarbonylase/synthase complex α subunit 2) of the
prismane protein like superfamily. Interestingly, prismane proteins, the intermediates in this homology, can also bind to iron-sulphur (SF4) and nickel-iron-sulphur (NFS) clusters like dihyropyrimidine dehydrogenase. Figure 4a and 4b show
two alignments: that of the common active site cysteines between AAG53710
with the α-helical domain of dihydropyrimidine dehydrogenase (N terminal
domain (1h7w_2-182)) and the alignment between AAG53710 and the C terminal
domain of dihydropyrimidine dehydrogenase (1h7w_876-1007). Figure 4c shows

a

c

b

Figure 4: (a) and (b) Alignment between the N and C terminal domains of
Dihydropyrimidine dehydrogenase (1h7wa_3-172 and 1h7wa_876-1007) are
shown through the intermediate sequence AAG53710. Active site cysteines are
underlined and marked in bold. (c) Stereo representation of the Cα trace of the
superimposed N and C terminal domains of Dihydropyrimidine dehydrogenase
(1h7wa_62-149 and 1h7wa_943-1002) shown in dark and light lines respective-

ly. The superimposed N and C terminal domains are known to adopt different
folds. Active site cysteines are marked in ball and stick. The low (1.1 Å) average root mean square deviation (RMSD) values for active site cysteines compared to the rest of the superimposed portions of the two domains (RMSD 3.5 Å)
indicates a segmental structural similarity within these domains. The figures
involving structures were made using SETOR (66).

the superposition of active site cysteines between the N and C terminal domains
of dihydropyrimidine dehydrogenase.
These searches detect another across fold relationship involving archael ferredoxin
proteins and ferredoxin domain proteins of the 4Fe-4S-ferredoxin fold and the
Dihydropyrimidine dehydrogenase and Fumarate reductase iron-sulphur proteins of
the globin-like fold. Here also, we find that the regions of alignment between these
classes of proteins conserve active site cysteines that bind to a 4Fe-4S cluster.
Our searches also relate proteins from the P-loop containing nucleoside triphosphate hydrolase fold with the α-helical ferredoxin proteins (Globin fold) and 4Fe4S cluster binding ferredoxins of the ferredoxin fold. Some proteins of the P loop
containing nucleoside triphosphate hydrolase protein fold (NP_623471,
NP_071203, and NP_229096) have an insertion of the 4Fe-4S binding domain that
is absolutely conserved in all α-helical ferredoxins and 4Fe-4S binding ferredoxins. These proteins also maintain a functional domain of ADP binding sites, a common feature of these nitrogen iron proteins like family.
The cascaded search procedure effectively scans sequence space to identify very
remote homologies at the fold level. The relations that we detect across the folds
are through intermediate sequences that can act as linkers across folds.
Assessment of a Cascaded Search on a Sequence Database of Genomic Scale
Searches initiated with the members of the AbgT transporter family in PFAM
database identified all known true members of this family in the first generation
(data not shown). We find that a second generation search in the database using
each of these homologues as starting points detected thirteen hits from the Citrate
transporter family (PF03600) and four hits from the short chain fatty acid transporter family (PF02667) which were not observed in the earlier generation. We
attempted a propagation of a third generation search using each of these 17 homologues as queries and identified 81 new hits belonging to the families of lactate
permease (PF02652), Na+/H+ antiporter family, DUF979 (Domain of Unknown
Function – PF06166), sodium: sulfate symporter transmembrane region
(PF00939), GntP family permease (PF02447), C4-dicarboxylate anaerobic carrier
(PF03606), and arsenical pump membrane protein (PF02040). It is interesting
that almost all the proteins that we detect as homologues over the three generations are known to play a role in membrane transport. More interestingly, SUPFAM (59), a database of sequence superfamilies of protein domains
(http://pauling.mbu.iisc.ernet.in/~supfam), relates five of these families, identified
as homologues in the course of the cascaded search, into a potential superfamily.
Also the classification system of membrane transport proteins (60), the TCD database (http://tcdb.ucsd.edu/tcdb/) integrates most families detected by our cascaded search as belonging to the electrochemical potential driven transporter family.
The detection of all sequence homologues of the AbgT transporter family of proteins and the detection of other families of transport proteins as similar to the
query shows that a cascaded search can have tremendous potential in the assignment of function to hypothetical proteins and in the expansion of protein families
or superfamilies. The identification of poorly annotated proteins such as those of
the DUF979 and short chain fatty acid transporter family proteins is an exciting
result in the annotation of proteins that are to be experimentally characterized.
Comparison of Coverage of Fold using PSI-BLAST and Cascaded Search Methods
Tables IVa and IVb show that the cascaded ISS search method detects known
homologues far more effectively than a single search of PSI-BLAST involving
multiple iterations. PSI-BLAST is known to be effective in detecting distant homologues of a protein but a cascaded ISS approach clearly detects more homologues
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with fewer false negatives both at the level of family and superfamily. In families
such as 2-dehydro-3-deoxy-galactarate aldolase (D_gal_aldo), mammalian phospholipase (Mamm_PLC), Class I DAHP synthetase (Dahps), and others listed in
Tables IVa and IVb, cascaded searches perform more effectively than the more
common way of running PSI-BLAST just once and coverage improves by 20-40%.

Of the total 2788 expected true hits for all the families (from the three different folds)
that are discussed in Table IVa, a single generation search/ PSI-BLAST misses 528
true hits. A cascaded ISS search spanning three generations has fewer false negatives
– 118. Relaxing the stringent filters that we have employed lowered the number of
false negatives further for many queries. At the level of superfamily (Table IVb), of
the total 9642 expected true hits in all the superfamilies discussed in the table, PSIBLAST misses 6886 true hits while cascaded ISS searches miss only 3849 true hits.
In superfamilies, sequence diversity is expected to be high and this could account for

the false negatives that we obtain. It is to be noted that the cascaded search shows
better coverage than PSI-BLAST (an increase from 38% to 72%) indicating that our
search protocol is able to scan protein sequence space more effectively.
Conclusion
We have provided an assessment of an approach that effectively relates distant protein families by rigorously propagating a search in protein sequence space through
intermediate sequences. When proteins evolve to the extent that they have little
memory of each other, pure sequence based approaches fail to detect such remote
similarities since such methods often include algorithmic dependencies on
sequence identities, e-values, and the quality of alignments. With the escalating
increase in the density of sequences in genome databases as opposed to the concomitant yet relatively slower growth curves of the structural databases, it becomes
increasingly challenging to evolve protocols, which exploit the full potential of
intermediate sequences in detecting deep relationships between proteins. The
development of such sequence search methods will play a role in large-scale
assignment of folds to genome data. As demonstrated by Park, Salamov, Li, and
others (31-35) the sensitivity of search methods increases tremendously on using
intermediate sequences. In this paper, we demonstrate that a rigorous and most
direct implementation of ISS approach with carefully chosen e-value, h-value, and
alignment length cut-offs can be used in an efficient way to relate distant protein
families. A single generation of PSI-BLAST involving multiple iterations can
detect remote homologues but our data clearly indicates that it takes several cascaded searches to exploit the sequence properties of every intermediate to detect
more related members of a family. We believe that such an ISS search strategy is
more than a technique that improves over PSI-BLAST. It has tremendous implications in fold recognition and the detection of distant homologies between
sequences. As a concept, the cascading of the search should be applicable to other
powerful profile based approaches such as HMM based searches as well in detecting hidden relationships between proteins.
Protein families composed of several subfamilies of uneven size often pose the
problem of ‘profile trap’ in profile-based approaches (35). Profiles generated for
such families tend to be dominated by sequences from the better-represented families and distant sequences do not get included in the profile because they are usually unable to qualify the thresholds set for sequence based searches. Since our cascade protocol selects each hit that satisfies the filter criteria for propagating the
search in every possible direction, we observe that even outliers from a family are
often detected and directed gently through several generations into identifying
almost all the homologues of the family, thus overcoming bias due to over-representation. The inherent asymmetry of several profile-based methods is also, as a
result, overcome. Our results also lead us to believe that this approach is highly
selective since very few of the queries detect hits outside the fold. A careful examination of the few across fold connections shows that these relationships are either
due to local regions of structural similarity or bearing functional meaning.
While our search protocol shows better efficiencies in detecting family and superfamily members (by 15 and 35% respectively) than single step searches, we also do
come across some false negatives and false positives. As can be seen in Table III,
we detect four false positives (relationships across folds) in searches spanning
many different folds. Closer examination of the individual cases, however, suggests that there are common structural features in such hits. We also come across
some false negatives (hits that go undetected) in searches within the family. The
reason for this, we believe, depends on the family. Some families have a uniform
representation of sequences and there is a gradation in sequence identities across
the members making detection of their homology through intermediates a very feasible exercise. Some families, however, are not as well represented and their mem-
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bers tend to group into sub clusters. Gaps may also occur in the sequence space of
some families when sequences are unavailable and are yet to be deposited in the
databanks. The non-availability of intermediates/real sequences in such cases
makes detection of true members difficult since searches with outliers can result in
entrapment within a sub cluster. Artificial design of such intermediate sequences
promises to be of potential help in remote homology detection.
A limitation we face in the assessment is the availability of intermediate sequences.
This is an acute problem in families that are less populated. We believe that such
conservative families are unable to relate to other protein families mainly because
of the non-availability of adequate sequence information. A case in point is the
family of Mammalian phospholipase C whose relationship with bacterial phospholipase C is evident only when structural comparisons are made. In the future, we
expect that this limitation will be overcome because of the progress in genome
sequencing initiatives and by the use of designed sequences (61-65).
In the interest of computation time, the methods based on multiple intermediate
sequences developed thus far use only some of the intermediates to relate protein
families. Most methods employ a reduced set of homologues for propagating the
searches further. Li et al. (35) suggest clustering of sequences to identify representative sequences. Cheng et al. (36) also use transitive PSI-BLAST searches
in a manner similar to cascade approach in relating specific families, but do not
exhaustively apply the method to a large number of families. Also, in these methods manual intervention is involved at every step before propagating the searches. In large scale fold association methods automation is important. We employ
stringent filters at each generation and the results clearly indicate that the number of false positives detected by cascaded ISS is trivial and there is scope for
large-scale automation. Our computer programs with cascade approach encoded
are automated to do a search for up to three generations since we found that we
were required to go up to the fourth generation to detect homologues in very few
of the families and coverage is maximum in three generations. We have performed our analysis using every intermediate sequence as a potential link
between families on a four-processor Silicon Graphics ORIGIN system.
Typically, this has involved a propagation of between 200-800 PSI-BLAST runs
for each main query through at least three generations of PSI-BLAST and this has
taken 10-12 hours of computing time on an average for every main query. With
the increasing availability of massively parallel algorithms and supercomputers,
we expect that computation time and intensity will not be a limiting factor for the
automation and large-scale application of cascade protocol.
Our results give us enough reason to want to explore the potential of every intermediate link to relate members of a fold. We have presented the results of the
assessment on a few folds each of which has a good representation of families.
While the TIM fold is noted for its participation in multiple functions, the globin
and the lipocalin families are exemplified by large sequence divergences. Since
one expects a similar distribution and variety in all the families in structural databases such as SCOP (42, 65), the performance and coverage of our search protocol
may also be comparable for these families.
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